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Publishing Data to the On-line Databases

The data flow model for the publishing process dictates that changes made to the “publishing” database (db instance TICPBP01) be published to the on-line databases (db instances TICCOP2A and TICCOP2B) in a controlled and manageable way. 

Requirements

· The publishing data must be able to be moved from the publishing database to the on-lines databases as efficiently as possible, as the link between the Encirq data center and the Exodus co-location data center is a T1 line (1.5megabit).

· Data must be able to be moved automatically, with as little human intervention as possible and with as few tools and scripts as possible. This requirement is meant to reduce the fragility of the process by removing human error and problems that may arise from synchronizing multiple scripts and processes.

· The process must be able to scale to multiple co-location data centers that are geographically separate.

· Because load-balancing hardware is used to divide the incoming server load between two database servers at the co-location site(s), each database at the co-location site must be updated synchronously with the other. The update to the databases must be transactional, so that errors that do occur are automatically rolled back with the databases remaining in a consistent state.

· There is no requirement to backup any of the databases in the co-location centers as they may be easily reproduced from other co-located databases, or from the publishing database.

Figure 1. Basic Data Flow 


1. Oracle Replication

Oracle provides facilities to automate the replication of data between database instances that may be on different servers. These facilities can provide on-demand, scheduled, or synchronous replication of data. 

The following excerpt from Oracle8i Replication Release 2 (8.1.7) provides an overview of Oracle’s replication facilities:

2. Types of Replication Environments

Oracle replication supports the following types of replication environments: 

· Multimaster Replication 

· Snapshot Replication 

· Multimaster and Snapshot Hybrid Configurations 

3. Multimaster Replication

Multimaster replication (also called peer-to-peer or n-way replication) allows multiple sites, acting as equal peers, to manage groups of replicated database objects. Each site in a multimaster replication environment is a master site. 

Applications can update any replicated table at any site in a multimaster configuration. Oracle database servers operating as master sites in a multimaster environment automatically work to converge the data of all table replicas and to ensure global transaction consistency and data integrity. 

Asynchronous replication is the most common way to implement multimaster replication. Other ways include synchronous replication and procedural replication, which are discussed later in this chapter. When you use asynchronous replication, an update of a table is stored in the deferred transaction queue at the master site where the change occurred. These changes are called deferred transactions. The deferred transactions are pushed (or propagated) to the other participating master sites at regular intervals. You can control the amount of time in an interval. 

Using asynchronous replication means that conflicts are possible because the same row value might be updated at two different master sites at nearly the same time. However, you can use techniques to avoid conflicts and, if conflicts occur, Oracle provides built-in mechanisms to resolve them. 

Figure 1-1 Multimaster Replication
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4. Quiescing Master Groups

At times, you must stop all replication activity for a master group so that you can perform certain administrative tasks on the master group. For example, you must stop all replication activity for a master group to issue data definition language (DDL) statements on any table in the group. Stopping all replication activity for a master group is called quiescing the group. When a master group is quiesced, users cannot perform data manipulation language (DML) statements on any of the objects in the master group. 

5. Snapshot Replication

A snapshot contains a complete or partial copy of a target master table from a single point in time. A snapshot may be read-only or updateable. 

All snapshots provide the following benefits: 

· Enable local access, which improves response times and availability. 

· Offload queries from the master site, because users can query the local snapshot instead. 

· Increase data security by allowing you to replicate only a selected subset of the target master table's data set. 

6. Read-Only Snapshots

In a basic configuration, snapshots can provide read-only access to the table data that originates from a master site. Applications can query data from read-only snapshots to avoid network access regardless of network availability. However, applications throughout the system must access data at the master site to perform an update. Figure 1-2 illustrates basic, read-only replication. The master tables of read-only snapshots do not need to belong to a master group. 

Read-only snapshots provide the following benefits: 

· Eliminate the possibility of conflicts because they cannot be updated. 

· Support complex snapshots. Examples of complex snapshots are snapshots that contain set operations or a CONNECT BY clause. 

Figure 1-2 Read-Only Snapshot Replication
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7. Updateable Snapshots

In a more advanced configuration, you can create an updateable snapshot that allows users to insert, update, and delete rows of the target master table by performing these operations on the snapshot. An updateable snapshot may also contain only a subset of the data in the target master table. Figure 1-3 illustrates a replication environment using updateable snapshots. 

Updateable snapshots are based on tables at a master site that have been set up to support replication. In fact, updateable snapshots must be part of a snapshot group that is based on a master group at a master site. 

Figure 1-3 Updateable Snapshot Replication
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Updateable snapshots have the following properties. 

· Updateable snapshots are always based on a single table. 

· Updateable snapshots can be incrementally (or "fast") refreshed. 

· Oracle propagates the changes made to an updateable snapshot to the snapshot's remote master table. If necessary, the updates to the master table then cascade to all other master sites. 

· Oracle can refresh an updateable snapshot as part of a refresh group in the same way it refreshes read-only snapshots. 

Updateable snapshots provide the following benefits: 

· Allow users to query and update a local replicated data set even when disconnected from the master site. 

· Require fewer resources than multimaster replication, while still supporting data updates. For example, because snapshots can reside on an Oracle8i Lite database, the disk space and memory requirements for snapshot clients are much less than the requirements for an Oracle8i server. 

8. Snapshot Refresh

To ensure that a snapshot is consistent with its master table, you need to refresh the snapshot periodically. Oracle provides the following three methods to refresh snapshots: 

· Fast refresh uses snapshot logs to update only the rows that have changed since the last refresh. 

· Complete refresh updates the entire snapshot. 

· Force refresh performs a fast refresh when possible. When a fast refresh is not possible, force refresh performs a complete refresh. 

When it is important for snapshots to be transactionally consistent with each other, you can organize them into refresh groups. By refreshing the refresh group, you can ensure that the data in all of the snapshots in the refresh group correspond to the same transactionally consistent point in time. A snapshot in a refresh group still can be refreshed individually, but doing so nullifies the benefits of the refresh group because refreshing the snapshot individually does not refresh the other snapshots in the refresh group. 

9. Snapshot Log

A snapshot log is a table that records all of the DML changes to a master table. A snapshot log is associated with a single master table, and each master table has only one snapshot log, regardless of how many snapshots refresh from the master. A fast refresh of a snapshot is possible only if the snapshot's master table has a snapshot log. When a snapshot is fast refreshed, entries in the snapshot's associated snapshot log that have appeared since the snapshot was last refreshed are applied to the snapshot. 

10. Deployment Templates

Deployment templates simplify the task of deploying and maintaining many remote snapshot sites. Using deployment templates, you can define a collection of snapshot definitions at a master site, and you can use parameters in the definitions so that the snapshots can be customized for individual users or types of users. 

For example, you might create one template for the sales force and another template for field service representatives. In this case, a parameter value might be the sales territory or the customer support level. When a remote user connects to a master site, the user can query a list of available templates. When the user instantiates a template, the appropriate snapshots are created and populated at the remote site. The appropriate parameter values can either be supplied by the remote user or taken from a table maintained at the master site. 

Online and Offline Instantiation

When a user instantiates a template at a snapshot site, the object DDL (for example, CREATE SNAPSHOT... or CREATE TABLE...) is executed to create the appropriate schema objects at the snapshot site, and the objects are populated with the appropriate data. 

Users can instantiate templates while connected to the master site over a network (online instantiation), or while disconnected from the master site (offline instantiation). 

Offline instantiation is often used to decrease server loads during peak usage periods and to reduce remote connection times. To instantiate a template offline, you package the template and required data on some type of storage media, such as tape, CD-ROM, and so on. Then, instead of pulling the data from the master site, users pull the data from the storage media containing the template and data. 

11. Multimaster and Snapshot Hybrid Configurations

Multimaster replication and snapshots can be combined in hybrid or "mixed" configurations to meet different application requirements. Mixed configurations can have any number of master sites and multiple snapshot sites for each master. 

For example, as shown in Figure 1-4, multimaster (or n-way) replication between two masters can support full-table replication between the databases that support two geographic regions. Snapshots can be defined on the masters to replicate full tables or table subsets to sites within each region. 

Figure 1-4 Hybrid Configuration
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Key differences between snapshots and replicated masters include the following: 

· Replicated masters must contain data for the full table being replicated, whereas snapshots can replicate subsets of master table data. 

· Multimaster replication allows you to replicate changes for each transaction as the changes occur. Snapshot refreshes are set oriented, propagating changes from multiple transactions in a more efficient, batch-oriented operation, but at less frequent intervals. 

· Master sites detect and resolve the conflicts that occur from changes made to multiple copies of the same data. 

Replicating Publishing Data at Encirq

In order to fulfill the requirements Encirq has for replicating the publishing data to the on-line databases, the following methods will be used.

I. Move the data from the publishing database to a staging database

II. Build synchronous replication between the two on-line databases for the tables involved in the on-line operation.

III. Build snapshot replication between one of the on-line databases and the staging database

IV. Test the replication

I. Moving data to Staging Database

Steps to Use Transportable Tablespaces to Move Data From TICPBP01 to TICCOP2A and TICCOP2B

1. Connect as PB_OWNER to Sol and un-comment the cron job to stop publication.


2. Remove Materialized View logs (snapshot logs) from TICPBP01 instance, CO_OWNER schema. Script name: /dba/admin/sql/replication/CO_OWNER/drp_co_snp_logs.sql


3. Remove Materialized View (snapshots) from TICCOP2A instance, CO_OWNER schema. Script name: /dba/admin/sql/replication/CO_OWNER/drp_co_snaps.sql


4. Make CO_OWNER tablespaces (CO_OWNER_DATA and CO_OWNER_NDX) read-only.   
Script name: /dba/admin/sql/replication/CO_OWNER/co_read_only.sql


5. Run export with transportable tablespace commands.

export ORACLE_SID=TICPBP01

exp parfile= /dba/admin/export/exp_co_tblsp.par 

Username: sys as sysdba


6. Copy and gzip CO_OWNER_DATA and CO_OWNER_NDX data files and the export dmp file to temporary directory.  Script: cp_co_dbf.sh
Example:  cp /u03/oradata/TICPBP01/coownerndx01.dbf /tmp; gzip /tmp/coownerndx01.dbf

7. Make CO_OWNER tablespaces in TICPBP01 read-write again.
Script Name: /dba/admin/sql/replication/CO_OWNER/co_read_write.sql


8. Re-create the materialized view logs (snapshot logs) as co_owner in TICPBP01. 
Script Name: /dba/admin/sql/replication/CO_OWNER/cr_co_snp_logs.sql 


9. Re-create the Materialized View (Snapshots) as co_owner in TICCOP2A. 
Script Name: /dba/admin/sql/replication/CO_OWNER/cr_co_snaps.sql 


10. Re-create the refresh group CO-OWNER in TICCOP2A. 
Script name: /dba/admin/sql/replication/CO_OWNER/cr_refresh_group.sql

11. Move the export dmp file and the datafiles to DB1-SC and DB2-SC servers in the /tmp directory. Gzip files before transferring. 
Script name: /dba/admin/sql/replication/CO_OWNER/ cp_co_dbf_remote_site.sh. 
Use SCP to move data files.

Scp filename oracle@db1-sc:/tmp
Scp filename oracle@db2-sc:/tmp


12. Sign into sc1-db ssh


Remove the objects from the replication group without dropping the actual tables.

connect repadmin 
REM Stop replication 
execute dbms_repcat.suspend_master_activity(gname=>'CO_OWNER_REPGRP'); 

REM Delete replication groups 
-- execute dbms_repcat.drop_master_repobject('CO_OWNER_REPGRP', 'ONLINE_CONTENT', 'TABLE'); 
execute dbms_repcat.drop_master_repgroup('CO_OWNER_REPGRP'); 
execute dbms_repcat.remove_master_databases('CO_OWNER_REPGRP', 'TICCOP2A'); 

REM Remove private databse links to other master databases 
drop database link TICCOP3B; 

connect system 

REM Remove the REPADMIN user 
execute dbms_defer_sys.unregister_propagator(username=>'REPADMIN'); 
execute dbms_repcat_admin.revoke_admin_any_schema(username=>'REPADMIN'); 
drop user repadmin cascade; 

REM Drop public database links to other master databases 
drop public database link TICCOP3B; 

13. Drop the CO_OWNER_DATA and CO_OWNER_NDX tablespaces from TICCOP2A and TICCOP2B. Script name: /dba/admin/sql/replication/CO_OWNER/drp_co_tbspcs.sql


14. Gunzip the datafiles and move them to their proper locations in both places.
Script name: /dba/admin/sql/replication/CO_OWNER/gunzip_cp_co_dbf.sh . (EDIT FILE)


15. Run the import tablespaces script for both TICCOP2A and TICCOP2B. (EDIT FILE)
export ORACLE_SID=TICCOP2A

DB1-TEST:TICCOP2A> imp parfile=/dba/admin/export/imp_co_tblsp.par


16. Run the scripts to make the CO_OWNER_DATA and CO_OWNER_NDX tablespaces read/write in both TICCOP2A and TICCOP2B. Script name: co_read_write.sql


17. Run the scripts to re-create the synonyms and grants in TICCOP2A and TICCOP2B.
Scipts: /dba/admin/sql/gen_recreatesynonyms.sql  (as SYSTEM) and /dba/admin/sql/users/b_grants_illum_illumuser.sql (as CO_OWNER)

------------------------------------------------------------------------------------------------------------

18. Run the scripts to re-create the snapshots (materialized views) and the refresh group.


19. Run the scripts to add the co_owner tables back into the replication group.


20. Run the scripts to re-generate the packages for replication.


21. Run the scripts to re-start the replication.

II. Setting up Synchronous Replication Between the On-line Databases

Create the schema structures for the on-line databases, and populate them both the most current export of the staging database tables. When the import of the staging database is completed to the on-line databases, remove the foreign key constraints in the tables of the on-line database. The on-line database is intended to be a read-only database for the applications that access it, so removing the foreign keys not only simplifies the schema, but also makes it much easier to configure and implement the synchronous replication.

There are 2 ways to do it:

Using Scripts

Run the following scripts in its correct place. Run the first two as the system user. 
(EDIT FILES)
1-Setup_TICCOP3A.sql

2-Setup_TICCOP3B.sql

3-Setup_TICCOP3A_as_REPADMIN.sql (will call Gen_Replic_Object.sql and Gen_Replicat_Support.sql)

After that check the *.txt files for any ORA errors.

Using DBA Studio

1. Use the Replication Option from DBA Studio to setup the Multi-master synchronous replication between the two on-line databases. Start by connecting to one of the two on-line databases.
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2.  Once you have connected, run the setup wizard:
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Select Setup Master sites in the first dialog box:
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After selecting next, select the ADD button to add master sites and add the two on-line databases: 
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Once the two on-line databases have been added, click on the OK button. In the dialog box, click on NEXT to continue. Create the default user for the administration of the replication with the name and password of REPADMIN. Do not create a Propogator/Reciever. 
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Select the NEXT button to continue. The next dialog gives you the opportunity to create schemas to hold the replicated objects. This step is not necessary, so just click NEXT to continue. 

Following will be two dialogs to set up the default link scheduling and purging. Leave these two screens as they are and just click NEXT to continue.

The next dialog allows you to customize the master sites. This is also unnecessary, so just click NEXT to continue. 

The next screen is the Finish screen. The option to record a script is presented, and you may elect to do so, if you wish. Click the FINISH button to continue. If any errors are presented, resolve them and then run this process again.

3. Create a Master Group

From the main screen open up the Configuration item. Right-click on the Master Groups item to bring up a pop-up menu. Select “create…” from this menu.
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This will bring up a dialog box to build the master group. Enter a name for the Master Group (ex. CO_OWNER_REPGRP).
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Then select the OBJECTS tab and then click on the ADD… button.
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Select the appropriate schema and check the “tables” check box. In the Available Objects area, a list of tables will be selected. Select all the tables required for the replication and click on the OK button. Back at the main dialog, click on the Master Sites tab.
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Click on the Add… button to add the other on-line database to the Master Sites list. It is not necessary to add the database you are connected to, as that instance is displayed as the Master Definition site.
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Click on the Public database links button to display the links to the other on-line database, and select that database from the list. Press the OK button. A dialog box will pop up:
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Make sure to click on the “Synchronous” option and deselect the “Copy row data” option. Click OK to continue.

Click on the “Create” button to generate the Master Group. If any problems arise, resolve them then run this process again.

Back at the main window for the application, click on the newly created Master group. The status of the master group should show as QUEISED. In order to start the replication, the internal packages need to be generated. Click on the OPERATIONS tab.
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Click on the “Generate” button to start the generation of the internal packages. This could take up to an hour, as the process does a lot of data checking as well. If there are any errors here, they will be identified for resolution.

Once all the packages have been generated successfully, you can go back to the “General” tab and click the “Resume” button to start the replication.

III. Setting up Snapshot replication from the Staging Database to one of the On-line Databases

1. Create a public database link from the on-line database (TICCOP2A) that will hold the snapshots to the staging database (TICPCP01).

CREATE PUBIC DATABASE LINK TICPBP01

CONNECT TO XXXXXXXXX IDENTIFIED BY XXXXXXXXXXXX

USING ‘TICPBP01’;

2. Create snapshot logs for each of the tables in the staging schema (TICPCP01) to record the addition or deletion of records to or from the table. 
Script: /dba/admin/replication/cr_co_snp_logs.sql
3. Create Snapshots in one of the on-line databases (TICCOP2A) for each of the tables to be replicated. Script: /dba/admin/replication/cr_co_snaps.sql

IV. Testing the Replication

Test the replication end to end.
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